
Foundations of Predictive AI

Course Number: DS-2204

Duration: 3 days

Course Description

Build production-ready predictive AI across supervised learning, unsupervised learning, and

deep neural networks. Predictive AI fundamentals cover problem framing, data preparation,

feature engineering, and the supervised-versus-unsupervised typology. Supervised learning

covers classification with train/test split, regression with linear models and Ridge and Lasso

regularization, and ensembling across bagging, boosting, voting, random forests, and

gradient-boosting trees. Unsupervised learning covers clustering, Gaussian mixtures,

dimensionality reduction, and model selection across cross-validation, hyperparameter

tuning, and validation curves. Neural networks and deep learning cover biological versus

artificial neurons, the XOR problem, non-linear activation, loss functions, back-propagation,

batch training, dense layers, GPUs, and pre-trained networks. Hands-on labs produce

trained classifiers, regressors, an ensemble model, a neural network, and a deep-learning

baseline on real-world datasets. The course is designed for data scientists, analysts, and

developers with Python and DS-1201 experience preparing for advanced NLP, computer

vision, and time-series forecasting tracks.

Skills Gained

By the end of this course, participants will be able to:

Apply the core principles of predictive AI to drive innovation

Build predictive models that evaluate cleanly on production-style problems

Apply Python libraries (scikit-learn, TensorFlow) to streamline model development

Implement neural networks and deep learning for complex problems

Apply best practices for model deployment and monitoring
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Who Can Benefit

This course is designed for:

Prerequisites

Participants should enter this course with:

Organizational Objectives

This course assists organizations to:

Software

All attendees must have a modern web browser and an Internet connection.

Course Details

Module 1 - Basics of Predictive AI

By the end of this module, you will be able to define machine learning, AI, predictive AI, and

generative AI, walk the ML workflow end-to-end, prepare data, train and evaluate models,

and recognize the challenges of machine learning in production.

Data Scientists & Analysts

Software Developers

Practical Python Experience

DS-1201 or equivalent

Reduce model-development cost through reusable scikit-learn and deep-learning

patterns

Lower production risk through deliberate cross-validation and tuning practices

Build a working predictive-AI capability across data-science teams

Establish ensembling and deep-learning patterns that compound across projects

Defining machine learning, AI, predictive AI, and generative AI

Overview of neural networks

The machine learning workflow

Data collection, exploration, and preprocessing

Model training, evaluation, and selection

Model deployment, monitoring, and challenges

Hands-on Lab: Walk through a complete machine-learning workflow on a sample

dataset, deciding when AI is the right tool.

© Ascendient LLC., 2026 | Page 2



Module 2 - Preparing Real-World Data for Use

By the end of this module, you will be able to load, clean, and transform real-world data —

handling missing values and duplicates, converting types, normalizing, handling outliers,

engineering features, encoding categorical data, and integrating and exporting datasets.

Module 3 - Supervised Learning: Classification

By the end of this module, you will be able to train classifiers with scikit-learn, use ground-

truth labels appropriately, evaluate classifier performance, recognize generalizability and

overfitting, and separate training from test data deliberately.

Module 4 - Supervised Learning: Regression

By the end of this module, you will be able to apply linear and neural network regressors,

train regressors with scikit-learn, and apply regularization techniques (Ridge, Lasso) to

prevent overfitting.

Data collection and loading

Handling missing data, duplicates, and data type conversion

Standardization, normalization, and outlier handling

Feature engineering and encoding categorical data

Data integration and merging

Data exporting and storage

Hands-on Lab: Handle missing data, clean a dataset, and apply normalization and

feature engineering.

Introduction to classifiers and ground-truth labels

Training a classifier with scikit-learn

Evaluating the performance of a classifier

Generalizability and overfitting

Separating training and test data

Limiting tests performed on test data

Hands-on Lab: Train a classifier on real-world data and apply a stratified split to

validate generalizability.

Introduction to regression prediction

Linear models

Neural network regressors

Training a regressor with scikit-learn

Regularization techniques for linear models

Ridge and Lasso regression
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Module 5 - Supervised Learning: Ensembling Techniques

By the end of this module, you will be able to combine multiple models through bagging and

boosting, apply voting and averaging, use random forests, and apply gradient-boosting

trees.

Module 6 - Unsupervised Learning

By the end of this module, you will be able to learn from unlabeled data, apply clustering

techniques, work with Gaussian mixtures, and apply dimensionality reduction for prediction

and visualization.

Module 7 - Model Selection & Evaluation

By the end of this module, you will be able to use cross-validation to evaluate model

performance, apply scikit-learn for cross-validation, tune hyperparameters via grid and

random search, and read validation and learning curves.

Hands-on Lab: Train a linear regressor on a practical dataset and apply Ridge and

Lasso to prevent overfitting.

Combining Multiple Models

Bagging and Boosting

Voting and Averaging

Random Forests

Gradient-Boosting Trees

Hands-on Lab: Use random forests to classify tabular data and run XGBoost on a real-

world dataset.

Learning from Unlabeled Data

Clustering Techniques and Algorithms

Gaussian Mixtures

Dimensionality Reduction

Reduction for Prediction vs. Visualization

Hands-on Lab: Apply K-Means to unlabeled data and use dimensionality reduction for

visualization.

Cross-Validation to Evaluate Model Performance

Using Scikit-Learn to Run Cross-Validation

Hyper-Parameter Tuning

Grid vs Random Search

Validation and Learning Curves
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Module 8 - Foundations of Neural Networks

By the end of this module, you will be able to articulate biological versus artificial neurons,

recognize the XOR problem, build inner and primitive neural-network layers, apply non-

linear activation functions, and use loss functions and gradient-boosting.

Module 9 - Basics of Deep Learning

By the end of this module, you will be able to apply back-propagation, batch and mini-batch

training, dense layers, GPU-aware linear algebra, and layers specific to image and

sequence data — and tune deep-learning hyperparameters.

Hands-on Lab: Compare cross-validation against train-test split and run

hyperparameter tuning via random search.

Neurons in Brain vs. Transistors in Chips

XOR Problem (Non-Linear Functions)

Inner Layer (Primitive Neural Network)

Non-Linear Activation Function

Universal Function Approximator

Loss Functions and Gradient-Boosting

Hands-on Lab: Train a neural network with scikit-learn and compare loss functions on

the same task.

Back-Propagation and Activation Functions

Batch and Mini-Batch Training

Dense Layers

GPUs and Linear Algebra

Layers for Specific Data Types

Deep Learning Hyper-Parameters

Hands-on Lab: Train a deep neural network with TensorFlow and use a pre-trained

convolutional model on a downstream task.

© Ascendient LLC., 2026 | Page 5


